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The point of this talk is to argue for a particular research program in machine ethics—
one that can include autonomous vehicles but could also be relevant for other 
autonomous machines such as battlefield robots and other safety-critical systems. In 
engineering and other professional ethics discussions, we often consider the content of 
codes of ethics.  What I think the machine ethics discussion needs—to use a turn of 
phrase—is a “coded ethics.”  The central idea of a coded ethics is to identify the ethical 
principles that are explicit in codes of ethics and to render them formally.  Eventually, 
these formalized principles can be written into the software that controls machines such 
as driverless cars. A code of ethics becomes a coded ethics when the prescriptions and 
proscriptions in a code are formalized so that a machine running the program would 
abide by the code. The test for abiding by a code is basically functional; if a machine 
running a coded ethics performs all and only the actions sanctioned by the code, and 
always in the correct context, then it can be said to satisfy the code.  Obviously, 
producing a coded ethics would be a tall order, and there will be many challenges along 
the way. No doubt, there will be technical hurdles to a coded ethics, but the effort will I 
think pay off in the long run in terms of our (human) trust in the performance of safety-
critical machines.  It is the requirement that humans (as passengers and bystanders) 
ultimately will have to trust autonomous vehicles that leads me in the direction of explicit 
ethical codes. 
 
Here I will limit myself to giving the motivation for a coded ethics, and describing one 
key to establishing it: the development of a perspicuous normative language.  I’ll also 
give a simple example to show that a formalization of normative concepts is not a 
hopeless (or even a hopelessly-philosophical) task. 
 
The following call for the programming of explicit ethical codes is at least in one respect 
quite retrograde.  Indeed, the general method I am suggesting is in contrast to current 
methods that have achieved remarkable success in the autonomous vehicle 
programming field, and have brought us to the brink of the widespread introduction of 
driverless cars.  Specifically, this revolutionary development has depended on machine 
learning, especially reinforcement learning, and not on previously known algorithms for 
programming navigation.  The successful methods are essentially inductive, and 
produce results where explicit algorithms have been lacking.  Examples of this progress 
can be seen in state-of-the-art navigation and obstacle-avoidance autonomous 
systems. So realistically, a coded ethics of the sort I advocate would still have to be 
integrated with a machine-learned driving functionality to produce a hybrid system of 
implicit skill and explicit sanction. I am not suggesting that we give up on the 



 

 

momentous progress of autonomous navigation, but that we constrain these systems 
with formalized ethical rules that we determine, prior to the systems encountering 
ethical dilemmas. 
 
The primary reason that I advocate this “old-fashioned” approach is that I do not think 
we can “ethically train” systems like autonomous vehicles by inductive learning over 
cases, because we (humans) would need to agree on what counts as a training case or 
exemplar, and in this task there is almost sure to be much disagreement. The reason for 
this disagreement has much more to do with ethics than with autonomous systems.   
“Getting the ethics right” when it comes to any technological or non-technological issue 
is primarily dependent on what humans believe about the "reasonableness" or 
"intuitiveness" or "defensibility" of normative claims—ones like ‘That ought not to have 
happened’ or ‘This was the least-worst outcome’.  In evaluating difficult cases for 
training, it will be hard to establish what ethical behavior to reinforce if we are not sure 
ourselves. 
 
The key step to building an autonomous machine that integrates an explicit ethical code 
is to create a perspicuous, artificial normative language, and it is the prospect (and 
indeed, the need) for that kind of formal language that I will focus on here. Once we 
understand how to construct such a language, we will be well on our way to coding 
ethics.  So my assumption here—admittedly without further argument—is that a 
perspicuous normative language is a necessary step in arriving at a coded ethics.  
 
The logic of a perspicuous normative language will consist of inference rules used in 
ethical reasoning in addition to those of deductive reasoning as it has been developed 
in formal logic.  For the last several decades, logicians interested in common sense and 
“practical” reasoning have developed an extension of standard logic known as non-
monotonic logic (sometimes called the logic of defeasibility).  The basic insight here is 
that, when we reason defeasibly, new information can block inferences that would 
otherwise have followed from the information we started with.  For instance, if as drivers 
we generally infer that it is best to drive over soft, stationary objects in a roadway 
instead of swerving at high speed to avoid them, we might still reject that inference in 
certain cases, in light of new information—e.g., that the soft object in the road is a 
sleeping person.  Non-monotonic logic allows us to be flexible in our inferences.  Work 
on normative defeasible logics is relatively young, but making progress. 
 
There are some examples of logics that have already proven useful for normative 
language.  For instance, deontic logic has established the relationships between 
sentences of the type ‘_______ is permissible’ and ‘_________ is forbidden’ (or 
obligatory); the mathematical logic of strategy is now well understood by game theory, 
thanks to contributions in philosophy, math, and economics, and the analysis of 
expected utility that John von Neumann and Oskar Morgenstern set out in their classic 
Theory of Games and Economic Behavior (1944).  The math and logic of game theory 
and of utilitarianism are thus subjects where some progress has been made. 
 



 

 

In addition to a logic, we will also require a formal, normative semantics.  In academic 
philosophy there were some attempts in the 20th century to produce a normative 
semantics, as an outgrowth of what was called the "perspicuous language movement."  
The main outlines of this movement can be found in the works of Frege, Russell, 
Carnap, Montague, and the other great formal linguistic philosophers.  Primarily, their 
work focused on non-normative language, as it proved less mysterious than the 
normative variety.  They clarified notions such as the sense and reference of terms 
(how words come to mean, and what objects they point to) quantification (the proper 
use of ‘some’, ‘all’, ‘none’, and their equivalents), and modality (the effect of phrases 
such as ‘it is possible that…’ and ‘Necessarily, …’ on the meaning of a sentence). 
 
But a perspicuous normative language has to go beyond these basic clarifications of 
language.  Normative language consists of value terms, commands, and the like. So a 
formalization of normative language will have to contain a semantics of right and wrong, 
obligation, permission, and other concepts.  Such normative language also makes use 
of non-normative terms—it borrows the quantifiers, predicates, and modal terms from 
the rest of ordinary language.  Normative language is rarely formalized in contemporary 
philosophy, so efforts in machine ethics cannot simply rely on work that has already 
been done. 
 
The research program I am envisioning will take years, maybe even decades, and there 
are some significant issues that we will encounter along the way.  For instance, it is 
clear that reference for many normative terms is opaque (at best).  We may know what 
objects are picked out by ‘sidewalk’ and ‘tree’ and what actions are denoted by ‘is 
braking’.  What will be the referent of ‘justice’ or ‘harm’?  Further, it will be helpful to 
establish semantic interconnections between normative terms, but on this issue there 
has been remarkably little work done in formal philosophy.  Apart from early debates 
about the (in)dependence of ‘the right’ from ‘the good’, we really don’t understand 
normative terms as having meanings that are connected to one another, let alone ones 
that are inter-defined. (In my closing example I hope address this problem) 
 
So our situation--the "lack of a perspicuous normative language"—seems to present a 
serious problem for programming autonomous machines of all sorts, but it also seems 
to be a problem that we’ll have to solve. Without a formal account, we can at best call 
the actions of autonomous systems ethical “after the fact,” but at the same time it seems 
that we will want to program them beforehand to act in an ethically correct way. Without 
knowing, ourselves, what that ethically correct way is, it is doubtful that we will trust 
machines to learn it on their own. 
 
We should not think of this situation as an impasse; indeed, I will sketch a kind of formal 
analysis that would count as progress.   Let us return to the concepts of ‘the right’ and 
‘the good’. A version of the infamous Trolley dilemma as it applies to autonomous 
vehicles shows that the right and the good can be considered independently; we can 
maximize the number of lives saved (a measure of the good) but can also consider the 
proper actions to take in saving lives.  Certainly, for some large number of lives saved 
(say, the population of a large country), the necessary actions thereto, as a means, are 



 

 

justified by the ends.  But change the circumstances and consider a choice between 
saving one person or two people, where the latter are both responsible for creating the 
Trolley dilemma in the first place, and these two can only be saved by torturing the 
innocent one.  Clearly, here, we can see that the right need not give way to 
considerations of the good—even though saving two people is better, in principle, than 
saving one. What should we make of situations that are not right, but still good? 
 
One way to start to untangle this moral mess could be to use a “fuzzy” approach, to 
define a composite semantics of "the moral" as a combination of the right and the good. 
Accordingly, let our situation be a Trolley-like dilemma where: 
 
The predicate "_______ is moral" is a function from the set of actions and their 
outcomes to values from 0 to 1.  That is, “fuzzy” morality maps to the interval from ‘not 
at all moral’ (fx=0) to ‘completely moral’ (fx=1).  We do not here think of the predicate as 
a binary “truth-functional” one, as in traditional semantics, where we would map onto the 
set [0,1]. Consider “the moral” as several possible compositions of “the right” and “the 
good”: 
 
action VR = violates right 
 ~ VR =  does not violate right 
outcome NG = no good produced 
outcome SG = some good produced 
outcome MG = much good produced 
 
The following values for the morality function suggest a formal (but still nuanced) 
understanding of our example above, where the Trolley dilemma presents an agent with 
a situation which saves any number of people (hence a range of outcomes) by means 
of actions that either maintain principles of right or violate them (as with torture of 
innocents). 
 
Here are some values of the function that, while merely stipulated, do show that we can 
give a formal and composite understanding of “the moral” in a fuzzy system and avoid 
the rigidity of the standard truth-functional interpretation. 
 
VR and NG=0 
VR and SG=.1 
~VR and NG=.2 
VR and MG=.4 
~VR and SG=.7 
~VR and MG=1 
 
 
Notice that the values of the morality function allow a nuance to the means/outcomes 
analysis that isn’t possible with a binary understanding of morality.  People will disagree 
about just what fractions from 0 to 1 to assign to particular combinations of 
means/outcomes, but in principle the disagreement is of a different sort than in the 



 

 

traditional Trolley dilemma. If intuitions lead us in opposite directions in some hard 
cases, there is at least the possibility that we can be reconciled to acceptable 
“compromise” positions, since they will neither fully accept, nor fully reject, what the 
adherents of the traditional binary position have long held. 
 
So in conclusion I think there is reason to be optimistic that we can program ethics into 
machines, if we start off with the best approach, and I think that approach requires a lot 
more formal work in ethics.  There can be no doubt that the project will be difficult, but 
we will also be much more confident in the results and will (perhaps) feel at ease when 
we finally cede control of our vehicles to autonomous systems. 
 
 


